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A B S T R A C T

In query processing, query optimization is an important function of a database management system 
since overall query execution time can be significantly affected by the quality of the plan chosen by the 
query optimizer. Under cost-based optimization, a query optimizer estimates the cost for every possible 
query plans based on the underlying data distribution in synopses of database relations. The most 
common synopses in commercial databases have been histograms. However, when there is correlation 
among datum, one-dimensional histograms can provide poor estimation quality. Motivated by this, we 
propose a new approach to perform more accurate selectivity estimation, even for correlated data. To 
deal with the correlation that may exist among datum, we adopt well-known techniques in data mining 
and extract attribute values that occur together frequently using frequent itemsets mining. Through 
experimentation, we found that our approach is effective in modeling correlations and that this method 
approximates intermediate relations more accurately. In fact, it gives precise estimates, particularly for the 
correlated data.
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1. Introduction

Among several components in a database 
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management system (DBMS), a query optimizer 
takes a critical role for overall performance in 
processing a query. It generates many possible 
query plans for a given query and chooses the 
cheapest one [1, 2] in terms of the number of 
disk accesses in cost-based optimization. To 
estimate the approximate cost of each query plan, 
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a query optimizer needs information on data 
distribution, and the DBMS typically makes use of 
a statistical synopsis. Due to the limited time and 
space, most of current commercial DBMSs use 
histograms as synopses with AVI (Attribute Value 
Independence) assumption. Under AVI assumption, 
attributes in a relation are assumed to have 
independent data distribution from one other and 
joint data distribution can be obtained by 
multiplying individual distributions [3]. However, 
often, datum are correlated with each other in real 
world. For example, taller people tend to be 
heavier than the shorter. People with higher 
education have a tendency to earn more money. 
The correlation between attributes affects the 
distribution of data. If we ignore these 
characteristics of data and simply use the AVI 
assumption for estimating cost, a query optimizer 
can make very poor decisions.

Motivated by this, the paper considers a method 
for computing high-quality selectivity estimates, 
even over correlated data. In our approach, we 
adopt one of the well-known techniques from data 
mining to build a model for data sets. We use 
Frequent Itemsets(FI) [4, 5] to capture the 
correlation among data and  estimate the result 
size of selection and join operations. 

Rest of the paper is organized as follows: In 
Section 2, we discuss related work including prior 
research. Section 3 describes how frequent itemsets 
can be used for selectivity estimation in the proposed 
method. We detail extensive experimentation using 
TPC-R benchmark and results in Section 4 and the 
paper is concluded in Section 5.

2. Related Work

2.1 Approaches for Selectivity Estimation

When calculating costs, a query optimizer totally 
relies on profiles which contain a statistical 
summary of a relation such as the number of 
tuples, the number of attribute values and etc., 
rather than using the real relations [6]. Therefore, 
profiles play significant roles in query 
optimization. The oldest and the most common 
form of profile is a histogram [1, 7]. To build a 
histogram in DBMS, the domain of attribute 
values for a single attribute is partitioned into 
buckets after being sorted, and the histogram 
keeps the minimum and maximum attribute values 
of in each bucket. Every bucket has the sum of 
frequencies of attribute values, as well. Since a 
histogram does not store all frequencies for values 
in a bucket, the frequency of every value in a 
bucket is assumed to be equal to the average of 
frequencies of all values in that bucket. This is 
known as the uniform distribution assumption [7, 
9]. The advantages of using histograms for query 
optimization are that there is little run-time over 
head, that they are inexpensive to store, maintain 
and compute and that they may give low-error 
estimates [3,10]. Although various classes of 
histograms have been proposed, it is known that 
only some of fundamental approaches are used in 
practice: equi-width histograms, equi-depth 
histograms and end-biased [1,11]. Besides these 
traditional partition-based histograms, one 
interesting type of histograms is wavelet-based 
histograms [1,12,13,14]. In this approach, a 
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mathematical function is used for decomposition 
process and through this process, original datum 
are transformed and compressed into a set of 
numbers, wavelet coefficients. Decomposition 
processes are repeated until there is a single 
coefficient, which is called as wavelet 
decomposition. The wavelet-based histogram shows 
better accuracy than traditional histograms and most 
of all this can be naturally extended to the 
multi-dimensional distribution in the course of 
wavelet decomposition and reconstruction. Yet, the 
maintenance for any change of data distribution is 
much more difficult than partition-based histograms.

Brown and Haas [15] suggest a “data-driven 
technique” where functional dependencies between 
attributes are automatically discovered to make an 
improvement in query optimization. A fuzzy 
algebraic constraint and other useful relationships 
are found by BHUNT methodology if there is a 
correlation between data. First, BHUNT generates 
candidates that satisfy an algebraic constraint and 
then, it constructs algebraic constraints for each 
candidate. Statistical histogramming, segmentation, 
or clustering techniques are used for this 
construction. During query processing, the 
optimizer uses constraints to discover more 
efficient access paths [16].  In the sense that they 
try to use a data mining technique to get the 
good query evaluation, their approach may be 
closely related to ours. 

2.2 Data Mining and Frequent Itemsets

One of the often-mentioned examples for data 
mining is market basket data [4, 5]. For example, 

when men go to the market to buy diaper, they 
likely purchase beer, as well. By finding this 
correlation between the item diapers and beer 
among market basket data, we can generate a 
association rule such that if there is a diaper 
purchased, then beer is also sold. This rule is 
denoted as “diaper → beer” [5, 13]. 

Among the total transactions, if some items are 
found together frequently, these are called as a  
frequent itemset (FI) and if the number of items 
in an FI is k, then it is denoted as k-size itemset. 
To Mining frequent itemsets is one of the 
interesting challenges in data mining area and 
many approaches have been suggested.  

3. Cardinality Estimation Using Frequent 
Itemset Mining

3.1 Overall Description

For the purpose of selectivity estimation using 
frequent itemsets, we use the famous apriori [4] 
algorithm. As a measurement to judge if items are 
eligible as an element of frequent itemset, support 
and confidence are used. While support is a 
fraction of the transactions that contains all items 
to the total transaction, confidence is the ratio of 
the number of transactions that have all items to 
the number of transactions that include items in 
the antecedent.

One important property of frequent itemsets is 
the upward closure property, which means if an 
itemset is a frequent itemset with support which is 
higher than or equal to the threshold, its all  
subsets are also frequent itemsets. In our approach, 
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if there is an attribute value set that satisfies a 
predetermined frequency threshold, we regard this 
as a frequent itemset and keep the item values in 
this set with the frequency. 

A high-level description of the proposed 
approach to estimate cardinality is as follows: we 
begin to mine frequent itemsets among all attribute 
values using the Apriori algorithm. After finding 
out all frequent itemsets over a relation, proposed 
approach builds an FI tree with these itemsets. 
The FI tree is used as a reference of the data 
distribution of a relation to estimate the cardinality 
of the result of a relational algebra operation over 
the relation, with a few other simple statistics on 
the relation.

3.2 Data Structure of an FI Tree

Unlike one-dimensional histograms constructed 
along single attribute, an FI tree exists over a 
relation. So, there is only one FI tree for a 
relation while a histogram file exists for an 
attribute. The root of an FI tree has the 
cardinality of the relation and other nodes keep 
item information, such as attribute name, value, a 
support as a frequency of the itemset and the 
pointers to its children. The level of the tree 
implies the size of an itemset, i.e., all nodes at 
level 1 are the 1-frequent itemsets. Every attribute 
value on each node on FI tree represents an 
itemset with its ancestor. One thing to be aware 
with this tree is that the supports that are on the 
nodes deeper than level 1 do not mean the 
support of the item itself. Rather, those are the 
supports for itemsets that contain all items on 

their ancestor nodes as well as that node. 
<Figure 1> shows an FI tree. N1 at level 1 and 

N2 at level 2 on the FI tree contain item ‘c3’ 
and the supports of each are 50% and 30%, 
respectively. Here, the support of N2 is not for an 
item,‘c3’, but for the itemset, {‘a1’,‘c3’}. Since 
the itemset {‘a1’} has a child node of ‘c3’ for the 
itemset {‘a1’, ‘c3’}, to avoid duplicity, N1 does 
not need to have a child node of ‘a1’ for that 
itemset on our FI tree.

그림 1. FI 트리 
Figure 1. An example of an FI tree

 
3.3 Selectivity Estimation for Equality and 
Join Selection 

To estimate the size of a result relation from a 
selection operation using our profile, we first 
consider all predicates presented in the selection 
operation. If all the values which satisfy the 
predicates are frequent itemsets, we can estimate 
the exactly same cardinality for result relation 
since the FI tree keeps the actual frequencies of 
frequent items. For example, if the selection 
predicates are R.A=‘a1’ and R.D=‘d4’ in a given 
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query and {‘a1’, ‘d4’} is a frequent itemset, we 
can then get the exact cardinality for the result by 
directly acquiring the frequency from the FI tree. 
In addition to the FI tree that contains the 
cardinality of the relation, we also store the 
number of attribute values for non-frequent items. 
If we cannot find any attribute value in predicates 
on the FI tree, we use those additional counts to 
estimate the frequencies of tuples containing these 
non-frequent items using standard heuristic 
methods. Taking the product of the frequencies of 
frequent itemsets and non-frequent itemsets, finally 
we approximate the frequency for the predicates in 
the selection query. Let’s consider the steps 
described above for the equality selection over the 
following query plan in <Figure 2>. For the 
equality operation S1, the predicate set is 
{‘a1’,‘b1’,‘d4’}. Assume that the cardinality of R 
is 10 and the value count for attribute B is 6. On 
the FI tree in <Figure 1>, two attribute values on 
B exist and the summation of the frequencies for 
those frequent items is 90% while the frequency 
of {‘a1’,‘d4’} is 30%. We can see that for the 
non-FIs, there are 4 attribute values on B and 
each frequency is assumed as 5% evenly. 
Therefore, the final frequency for S1 is 1.5% and 
the estimated cardinality is 0.15 tuples. 

그림 2.    쿼리 계획 
  Figure 2. A query plan tree for the example of the selection

After computing the cardinality of the 
intermediate relation, we build a new FI tree for 
that. The query optimizer will use this new FI tree 
as a profile of the result relation when it processes 
the further operation where the result relation is 
involved. In <Figure 2>, after finishing estimation of 
the equality operation on R, an FI tree for S1 will 
be created and used for the next join operation.

그림 3. 조인 모델링

Figure 3. Join Modeling

Joins are processed in a similar fashion. For  
join operation, we first need to rebuild the FI 
trees of the two input relations so that the 
attribute values belonging to the joined attribute in 
a query are found at level 1 in the tree. For 
example, if an FI set of a relation R1 is {‘b2’, 
‘d1’, ‘c3’, ‘a1’} and joining attribute is A, then 
we put  {‘a1’} at level 1 and {‘b2’,‘d1’,‘c3’} 
becomes a child node of {‘a1’} in the tree. After 
rebuilding the two FI trees using this process, we 
check all items at level 1 and get the common 
join attribute values across both two FI trees. If 
there is an attribute value from the joined attribute 
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that is present in one relation’s FI tree but not the 
other, we drop that node as well as its all 
branches from the trees. By doing this, we have 
only common items for joining attributes on both 
trees and can easily calculate the frequencies for 
the relation resulting from joining these values 
together. In case that the values on nodes are 
common values but not frequent items, these are 
deleted from the trees. To deal with these cases, 
we use standard heuristic methods [17] under the 
uniform distribution assumption for each pair of 
attribute values. Just like for equality operation, 
the product of two frequencies of the attribute 
values on the FI tree and non-FI tree is the final 
frequency for the resulting relation. <Figure 3> 
depicts all procedures for joining two relations. 

4. Experimental Results

4.1 Experimental Setting

In our experiments, we compared three different 
methods for selectivity estimation: 1)Equi-depth 
histograms, 2)FI trees and 3)Complete histograms. 
Since the number of buckets in histogram method 
is a factor that can make a difference in 
estimation accuracy, we used same bucket size 
over all equi-depth histograms, where total file 
size for these synopses was set to be as close to 
10M as possible. For FI trees, we also used same 
profile size, which is 10MB over all relations. We 
tried to find the threshold which makes the size 
of a frequent itemset become almost same with 
the sum of sizes of histograms related with the 
relation. The third option which is referred as  

complete histograms, keeps every attribute value 
and its frequency in different buckets. The number 
of buckets equals the number of attribute values 
and we can get actual distribution for every 
attribute value with complete histograms. If there 
is no constraint on the size of a profile, this 
would be the best possible histogram among all 
one-dimensional histograms. However, in reality, 
this type of histograms is not usually practical 
since the purpose of such profiles in database is 
to model the data distribution from abundant 
datum. Nevertheless, the reason we used these 
histograms in our experiments is to check whether 
even the most ideal histogram can provide good 
accuracy when data attributes are correlated with 
each other and whether our method is comparable 
with the most ideal histogram.

The datum created by TPC-R data generation 
program [18] is uniformly distributed on all 
attributes, which is not realistic. So, to get skewed 
data, we downloaded the publicly available 
program from researchers at Microsoft [19] and 
generated more realistic data using their program. 
This program takes the Zipfian parameter for the 
degree of skew and uses the Zipfian distribution 
to provide skew in data. The Zipfian value as a 
parameter can be from 0 to 4. The parameter 
value, 0 generates a uniform distribution for each 
attribute, whereas 4 generates a highly skewed 
data. By using Zipfian value 2, we created a little 
skewed data for our experiment. Based this, we 
prepared two different datasets to see how three 
methods work for correlated data. The schema of 
database and query plans were identical, except 
that we modified some data in database to 
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introduce additional correlation. We chose 5 
queries from the TPC-R benchmark and tested 5 
query plans for each query. The accuracy for the 
estimates from the three different methods have 
been compared and the formula we used for error 
rate is as in (1).

  
error_rate =                             (1) 

4.2 Test Result and Discussion

<Table 1> and <Table 2> present the 
experimental results. The red colored font on 
these tables denotes the best plan for each 
method whose estimate is the closest to the 
actual cost. 

By conducting experiments using dataset 1 we 
could see that when data has little correlation, the 
Complete Histogram which contain all 
one-dimensional data distribution information 
shows the best accuracy as we expected. 
However, the estimates by the proposed FI tree 
method show 100 times better than those of 
equi-depth histograms for most query plans.

For the second data set where some datum are  
more correlated, FI-tree based method showed the 
smallest error rate for most query plans, which 
means proposed approach returns the most 
accurate estimation. In this environment, the FI 
method returns even more precise results than 
Complete Histograms method does. Even though 
Complete Histograms keep all data value 
distributions over  every attribute, the estimate for 
multi-dimensional data has to be calculated with 

the AVI assumption and this caused in less 
accurate result than FI tree. Therefore, we draw a 
conclusion that proposed FI tree method 
outperforms any of one-dimensional histograms in 
selectivity estimation for correlated data.

표 1. 데이터셋1: 상호연 성이 약한 데이터

Table 1. Dataset1: slightly correlated data

표 2. 데이터셋2: 상호연 성이 많은 데이터 

Table 2. Dataset2: more correlated data

tactual
tactualtestimated

cos
coscos ⏐−⏐
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5. Conclusions

The performance and efficiency of a DBMS can 
be significantly affected by the quality of the plan 
chosen by the query optimizer. Hence the query 
optimizer is arguably the most important 
component of a DBMS for query execution time. 
In this paper, we proposed a novel method to get 
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We constructs an FI tree after mining frequent 
itemsets, and used this as a synopsis.

Experimental results show that the FI tree 
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having smaller than 1 average error rate for most 
test cases, proposed approach has approved that it 
can be the potential utility for more effective 
selectivity estimation. 
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빈발항목 마이닝을 이용한 선택도 측정
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요  약

쿼리 최적화기에 의해 선택된 쿼리 계획은 전체 쿼

리 실행 속도에 지대한 영향을 미치기 때문에, 데이터

베이스관리시스템의 쿼리 최적화 기능은 쿼리 처리 

과정에 있어 중요하다. Cost 기반 최적화에서 쿼리 최

적화기는 모든 가능한 쿼리 계획들의 비용을 데이터

베이스의 데이터 분포 정보를 기반으로 추정한다. 일

반적으로 상용화되고 있는 DBMS에서 가장 흔하게 사

용되는 데이터 분포 통계 정보는 히스토그램 방식으

로 구축된 형태이다. 그러나 각각의 데이터들에 상호 

현관성이 있는 경우, 일차원 히스트그램 방법은 형편

없는 추정치를 계산해낸다. 본 논문에서는 쿼리 최적

화 과정에서 보다 정확한 쿼리 비용을 계산하여 쿼리 

계획을 선출할 수 있도록 하기 위해 데이터마이닝의 

기술 중 하나인 빈발항목 마이닝(Frequent Itemsets 

Mining) 방법을 적용하였다. 실험을 통해 제안하는 방

법이 상호 연관관계 있는 데이터들에 있어 히스토그

램보다 좋은 추정치를 보여 줌을 확인하였다.
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