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ABSTRACT The verifiable computation paradigm has been studied extensively as a means to verifying
the result of outsourced computation. In said scheme, the verifier requests computation from the prover
and verifies the result by checking the output and proof received from the prover. Although they have
great potential for various critical applications, verifiable computations have not been widely used in
practice, because of their significant performance overhead. Existing cryptography-based approaches incur
significant overhead, because a cryptography-based mathematical frame needs to be constructed, which
prevents deviation from the correct computation. The proposed approach is to reduce the overhead by trusting
the computing hardware platform where the computation is outsourced. If one trusts the hardware to do the
computation, the hardware can take the place of the cryptographic computing frame, thereby guaranteeing
correct computation. The key challenge of this approach is to define what exactly the hardware should
guarantee for verifiable computation. For this, we introduce the concept of Correct Execution Environment
(CEE), which guarantees instruction correctness and state preservation.We prove that these two requirements
are satisfactory conditions for a correct output. By employing a CEE, the verifiable computation scheme can
be simplified, and its overhead can be reduced drastically. The presented experimental results demonstrate
that the execution time is approximately 1.7 million times faster and the verification time over 50 times faster
than a state-of-the-art cryptographic approach.

INDEX TERMS Verifiable computation, cryptography, trusted hardware, computer architecture.

I. INTRODUCTION
Verifiable Computation (VC) allows a client (verifier) to dele-
gate the computation of some function F with its outsourced
data x to an untrusted third party (prover), while the client
can verify the correctness of the result y, i.e., y := F(x). The
prover evaluates the functions and returns the result with a
proof showing the correctness of the result.

The VC scheme becomes more important as the outsourc-
ing of computations to systems ranging from light com-
putational devices to high-performance cloud-based servers
increases [1]. Under VC, it is required that the checking
of the correctness of an outsourced function result is much
faster than the execution of the function. In addition to
cloud services, verifiable computation becomes an essential
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tool for smart contracts in blockchain applications [2], [3].
In the latter, all transactions that include a smart contract and
input/output data become valid after performing the smart
contract with the I/O data. Every blockchain node should
perform the execution, in order to check the validity of the
transaction, which typically incurs high computation over-
head. With a plug-in of verifiable computation, the validity
check by all blockchain nodes can be accelerated without
re-execution of the smart contract. Therefore, the use of a
VC scheme improves the efficiency of the blockchain by
replacing the execution of the same smart contract on every
node with light-weight verification of the execution [2], [3].

To construct VC, cryptographic approaches have been
actively researched in the context of zero-knowledge proof
systems [4]–[14]. Recently, zk-SNARK (zero-knowledge
succinct non-interactive arguments of knowledge) [11]–[14]
have been improved significantly, both theoretically and
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practically. They allow a prover to build a proof for any NP
statement, while the proof does not leak any information
about the witness (or internal values), and the proof size
and the verification time are succinct. In addition, it does
not require any interaction between the prover (server) and
the verifier (client). In practice, anonymous cryptocurrency
Zcash [15] adopts the zk-SNARKs to provide privacy by uti-
lizing the zero-knowledge property. Moreover, Zocrates [16]
in the Ethereum blockchain has been developed to provide
VC by utilizing zk-SNARKs.

Nonetheless, the cryptographic VC approach has a sig-
nificant performance overhead in the prover (server), even
though the verification may be light. Generally, the per-
formance overhead to build a proof ranges from 10,000 to
100,000 times, as compared to a naive computation of the
function. Such excessive performance overhead limits its use
in practice. In addition, setup (key generation) is required to
provide fast verification in zk-SNARKs. Note that the com-
mon reference string should be generated in pairing-based zk-
SNARKs, in which the proof verification time is constant.
Otherwise, the verification time is linear or log-linear to the
proof time.

The cryptographicVC approaches generate a cryptography-
based mathematical proof to guarantee the correctness of the
output from the given input and function and the authenticity
of the input, output, and function. Here, authenticity refers
to which input and function the output is generated from
and whether they are tampered with or not. If the computing
platform where the computation is outsourced guarantees the
correctness of the output, the VC scheme only needs to verify
the authenticity, which leads to drastic simplification of the
scheme. Trusted hardware is a prevalent technique to guar-
antee security properties by hardware [17]–[24]. However,
we will show in Section II that existing trusted hardware is
not enough to guarantee security properties required for VC.

In this paper, we introduce the notion of Correct Execution
Environment (CEE), which guarantees the correctness of the
output, and we construct a VC scheme to verify the authentic-
ity of the input, output, and function. A CEE guarantees two
requirements: instruction correctness and state preservation.
The former means that each and every instruction works
correctly, while the latter means that the architectural state
(memory and registers) is preserved in-between the execu-
tion of instructions. If the computing platform guarantees
these two requirements, we will prove that it guarantees
a correct output. The CEE can be implemented either in
software or hardware, in various ways, depending on the
threat model. We will discuss how to implement a CEE and
we will also present our prototypes. If a CEE is employed,
the VC scheme can bemarkedly simplified compared to cryp-
tographic approaches. Through experiments, we will demon-
strate that the proposed VC scheme is practical from the per-
spective of execution and verification times. The execution
time of an application with generation of the proof is reduced
by up to around 1.7 million times, compared to a state-of-
the-art cryptographic approach. In fact, the reduced execution

time is only up to 1.1 times longer than the naive execution
(without the proof). The verification time is also reduced by
up over 50 times, and the reduced verification time is shorter
than the naive execution time. This means that the verification
is faster than the re-execution of the application. However,
for broad adoption of the proposed scheme, the latter needs
to overcome the limitation that all the code and data of
an application should be located in a designated memory
region.

We can summarize the technical contributions of this work,
as follows:

• We define primitive requirements to guarantee the cor-
rectness of the output for verifiable computation.

• We define and prove the verifiable computation scheme,
provided that a verifiable computing platform is used by
the prover.

• We propose how to design a verifiable computing plat-
form using hardware components satisfying the require-
ments.

• We implement verifiable computation both in an
AMBER processor (augmented with additional required
components), and within Intel’s SGX framework [25].

• Through experimental results, we validate that the
developed hardware-based verifiable computation is a
promising approach.

The rest of this paper is organized as follows: Section II
elaborates on the motivation of this paper. Section III defines
CEE and discusses how to implement it. Section IV describes
the high-level definition of the proposed hardware-based ver-
ifiable computation scheme. Section V gives an example of
implementation, which is used for the subsequent experi-
ments in Section VI. After discussing relevant related work
in Section VII, we conclude this paper in Section VIII.

II. BACKGROUND AND MOTIVATION
The goal of VC is to securely outsource a computation. The
client (verifier) requests a computation function (F) with an
input (x) to an untrusted server (prover). The prover executes
F on x and sends the output (y) along with a proof (π). The
verifier should be able to verify y := F(x) by the proof
without computing y again.

The proof should be able to prove: (1) the correctness of
the output from the given input and function, and (2) the
authenticity of the input, output, and function. If the prover
is malicious, it may try to deceive the verifier by sending a
wrong output. It is also possible for the malicious prover to
use a different input or function, instead of the given x and
F . The verifier should be able to detect these issues without
computing y again.
There have been extensive studies on cryptographic

approaches to realize VC. Existing cryptographic approaches
prevent deviation from correct computation by forcing the
prover to perform the computation within a pre-constructed
mathematical frame. Computation in the mathematical frame
incurs significant performance overhead, because it requires
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cryptographic operations. Instead, if the computing platform
where the outsourced computation is performed guarantees
some security properties, we may not need the expensive
mathematical frame to prevent deviation from correct compu-
tation. The challenge of this approach, however, is to define
what exactly the computing platform should guarantee for
the VC.

Is it enough if the computing platform guarantees the
integrity of the input and function? The remote attestation
technique [19]–[21], [26] can be used to verify such integrity,
as well as the integrity of the control flow. When remote
attestation is used for embedded systems, the entire memory
space can be verified (even though it is still challenging,
because of dynamic memory regions), but, for servers, this is
not feasible. Typically, only application code and its control
flow can be verified; not all the programs running on the same
server. However, if not all programs are attested, there is a
possibility for a malicious program to distort the output of
the attested one. Especially if the malicious program does
not change the code or the control flow of the attested pro-
gram, but only distorts the computation result (also known as
data-only attack), it is very challenging to detect this problem
by attestation. This is a serious threat to VC, because VC’s
purpose is to guarantee the correctness of the outsourced
computation.

Data-only attacks can be mitigated by a data integrity
check [27], [28], or its combination with attestation [23].
However, integrity checks or attestation by themselves do not
prove the authenticity of the input, output, and function. The
malicious prover may compute y correctly using the correct
x and F , but he/she may send a different output, or the output
may be tampered with on the way to the verifier. To prevent
this, the triple of the input, output, and function should be
signed with a signing key to guarantee that the output comes
from the given input and function. However, it is not trivial to
securely distribute and maintain the key.

For VC, one may also employ Intel’s SGX [25], which
supports not only attestation, but also memory isolation
and hardware-based root-of-trust. SGX encrypts a memory
region, which is called Enclave, to prevent other programs
– including the privileged system software – from accessing
the memory region. When an interrupt occurs, SGX saves the
context of the protected function to State Save Area (SSA),
which prevents a malicious interrupt handler from distorting
the execution of the protected function. Intel employs eFUSE
technology to program a random number into each processor,
from which the processor derives keys. Therefore, the keys
can be securely derived andmaintained in the protectedmem-
ory region. In a prior work, called Sealed-Glass Proof, it is
demonstrated that SGX can be used for VC [29].

Nevertheless, we have identified that SGX by itself is still
not enough to ensure VC. SGX allows the program running
in the Enclave to call an outside function. This is known as
OCALL (Outside Call). Since the external function may not
be protected by SGX, if the output is dependent on the result
of the external function, correct output cannot be guaranteed.

Therefore, in order for SGX to be employed for verifiable
computation, OCALL should not be allowed.

This observation motivates us to develop a theoretical
foundation of trusted hardware for VC. We need a formal
definition of requirements that must be guaranteed by the
computing platform to guarantee the correctness of the out-
put. There is a prior attempt to formalize the attestation
technique [30], but attestation alone does not constitute VC,
as discussed above. A Trusted Execution Environment (TEE),
such as Intel’s SGX, is an isolated execution environment
that protects an application by preventing interference from
other applications. To develop a TEE, five essential building
blocks have been identified [31]. However, they were iden-
tified by surveying existing TEEs, not through theoretical,
formal deduction. For instance, the aforementioned issue of
an OCALL was not addressed in said prior work, because
existing TEEs are not specifically intended for VC.

In this paper, we identify two requirements (instruction
correctness and state preservation) and prove that they are
sufficient to guarantee the correctness of the output.We intro-
duce the concept of Correct Execution Environment (CEE),
which guarantees the two requirements. According to our def-
inition, Intel’s SGXwithout OCALL can, indeed, be qualified
as a CEE. However, since SGX incurs performance overhead
due to additional capabilities that are not essential for VC,
we present a new light-weight prototype that only supports
VC-essential capabilities.

In general, if the prover runs the outsourced function in a
CEE, the correctness of the output is guaranteed. To guarantee
the authenticity of the input, output, and function, a VC
scheme is constructed. Assuming that the outsourced compu-
tation is done within the CEE, the VC scheme is drastically
simplified, as compared to cryptographic approaches. The
resulting VC scheme is more practical than cryptographic
approaches, because it achieves execution times that are close
to those of naive execution.

III. CORRECT EXECUTION ENVIRONMENT
In this section, we introduce the concept of a Correct Exe-
cution Environment (CEE). As previously mentioned, this
environment guarantees instruction correctness and state
preservation. We prove that these two requirements are satis-
factory conditions to generate correct output. We also discuss
how to implement a CEE in practice, since its implementation
depends on the threat model.

A. BASICS OF THE VON NEUMANN MODEL
The proposed verifiable computation scheme supports
any function implemented as a program that runs on a
general-purpose processor that follows the Von Neumann
execution model. Unlike previous work [10], [32], our
scheme does not dictate a specific type of processor. Instead,
the proposed scheme is applicable to any kind of processor,
as long as it is compatible with the following description.

The processor architecture supported by our scheme con-
sists of a processor core and a main memory. Instructions,
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input, output, and temporary data are stored in the memory.
The processor core fetches instructions from the memory,
executes the instruction, and accesses the memory. The pro-
cessor core has registers to maintain its status.

Instructions are executed one by one serially. Execution of
an instruction is atomic. If an exception occurs, its handler
is called only after the current instruction completes its exe-
cution. The architectural state is maintained by the memory
and registers, which include general-purpose registers and
special registers, such as a program counter, stack pointer,
link register, and status register. The architectural state does
not change after the execution of one instruction, until the
next instruction starts.

The description above is the well-known Von Neumann
execution model expected by the programmer. However,
the hardware does not work in this way. Modern proces-
sors often employ pipelining and out-of-order execution. The
actual execution of an instruction may be interrupted in the
middle of its execution, and the execution order may be
different from the program order. Though the actual execution
is different, modern processors still follow the Von Neumann
execution model, by making the execution of instructions
appear to be atomic and in-order. This feat is achieved by
employing additional hardware modules, such as a reorder
buffer. In addition, exception handling, interrupt service
and context switching may result in changes of the state
in-between instructions. They are expected to be handled
properly so that the state should appear to be preserved.

B. REQUIREMENTS OF CEE
Under the Von Neumann execution model, we can regard
the execution of an instruction as a transformation function
to the architectural state, and the execution of a program
as a series of transformations. The sequence of architectural
states of the program execution is called execution trace [10].
If we denote the state after execution of the i-th instruction
as Si, the execution trace of a program can be denoted as
(S0, S1, S2, · · ·SF ), where S0 is the initial state and SF is the
final state. We denote the execution of an instruction as a
transformation function Sout = I (Sin), where Sout is the result
of the transformation, I is the transformation function, and Sin
is the input state. Note that the type of the instruction to be
executed (e.g., add, load, store, move, etc.) is also determined
by Sin, because Sin includes the program code stored in the
memory and the program counter register.

Let us suppose there is an ideal machine that always
produces the correct result, and denote its transformation
function (execution of an instruction) as I I , and its execution
trace of the given program as (SI0, S

I
1, S

I
2, · · ·S

I
F ). Then, let

us suppose there is a real machine whose transformation
function as IR and its execution trace of the same program
is (SR0 , S

R
1 , S

R
2 , · · ·S

R
F ). We will prove that, if the real machine

guarantees instruction correctness and state preservation, its
execution trace is always the same as that of the ideal
machine, thereby qualifying it as a CEE.

Definition 1 (Instruction Correctness): The execution of
an instruction is correct if it always produces the same output
as the ideal machine for the given input, i.e. IR(in) = I I (in).
Definition 2 (State Preservation): The state of a real

machine is preserved if the input state of an instruction
is always the same as the output state of the previous
instruction, i.e., for every i-th instruction, if SRi = IR(ŜRi ),
ŜRi = SRi−1.
The definition of state preservation entails memory consis-

tency, because part of the architectural state is maintained by
the memory. It is expected that the data written to the memory
is always the same as the data fetched later on.

We regard the initial state, S0, as the primary input of the
program to be executed, and the final state, SF , as the primary
output of the program.
Theorem 1: Theorem If a real machine guarantees

instruction correctness and state preservation, it guarantees
correct output, i.e., the execution trace of the real machine is
always the same as that of the ideal machine.

Proof: Let us suppose the same initial architectural state,
S0, which includes the program code, is given to both the ideal
machine and the real machine. By instruction correctness,
IR(S0) = I I (S0). Since the type of the first instruction is
determined by the initial state, the same instruction is exe-
cuted both on the ideal machine and the real machine. Both
execute the same instruction type with the same input. There-
fore, the result is always the same by instruction correctness.
In other words, SR1 = SI1 .

By state preservation, SR1 is provided as an input to the next
instruction on the real machine. Since SR1 = SI1 , I

R(SR1 ) =
I I (SI1), which means SR2 = SI2 .
By mathematical induction, it is guaranteed that IR(SRi ) =

I I (SIi−1), i.e., S
R
i = SIi . Therefore, the execution trace of

the real machine is always the same as that of the ideal
machine, if instruction correctness and state preservation are
guaranteed.

It should be noted that this theorem does not prove the
correctness of a program if the program is developed in a
wrong way (e.g., it has a bug). The program’s output may
be different from what is expected by the programmer, but it
is still same as the output of the ideal machine. In general,
it is the programmer’s responsibility to write the program
correctly.

C. IMPLEMENTATION OF CEE
The implementation of a CEE varies with the threat model
and the processor implementation. Here, we clarify the threat
model first, and then discuss how to implement a CEE to
satisfy the two requirements.

1) THREAT MODEL
The baseline threat model is trusted hardware, i.e., one may
trust the hardware and its manufacturer. This threat model is
similar to that of Intel’s SGX [25].
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• Adversaries cannot make changes to the hardware plat-
form.

• Adversaries can access the memory only through the
software interface (not by physical or side-channel
attacks).

• Adversaries can access the hardware only through the
software interface (they cannot read secret information
in the hardware, which is kept only in the hardware).

• The manufacturer of the hardware platform is trusted.
Here, the hardware platform includes both the proces-

sor core and the memory. We do not assume physical and
side-channel attacks to them. In other words, what is not
assumed by the threat model above needs to be handled by
existing techniques. For example, adversaries may change
the content of the memory by a row hammer attack, but
it is assumed that such an attack is prevented by existing
mechanisms [33]. Embedded processors are often equipped
with a JTAG (Joint Test Action Group) interface, which
facilitates debugging, but it should be disabled or protected
for verifiable computation [34].

This assumption may not be acceptable for every situa-
tion, especially if highly capable adversaries are assumed.
However, we believe that this assumption would be good
enough for most real-world occasions, because hardware
attacks demand more resources and capabilities (and some-
times expensive equipment), as compared to software attacks.
In fact, existing Trusted Execution Environments (TEE), such
as Intel’s SGX [25] and ARM’s TrustZone [24], are built
based on similar assumptions. Since TEE is a widely accepted
concept, we believe the trusted hardware threat model is
acceptable in most situations.

In addition to the trusted hardware, we may assume that
the system software can also be trusted. Table 1 summarizes
how to implement a CEE under these two threat models.
In the case of instruction correctness, we assume that the
trusted manufacturer tries its best to verify the correctness
of instructions. State preservation can be realized by trusted
hardware or system software. The rest of this subsection
discusses how to preserve the architectural state.

TABLE 1. Implementation of correct execution environment.

2) STATE PRESERVATION (REGISTERS)
If there is only one program running on a computing platform
(dedicated platform), there is no possibility of the registers
being modified by untrusted software, because none such
software runs on the system. However, if an interrupt occurs,

the interrupt service routine can modify the registers. Many
modern processors employ a separate set of registers for
the interrupt mode, but modification of the normal-mode
registers is usually allowed to enable exception handling.
Thus, even if there is only one program on the platform, any
exception handling should not be allowed while the protected
program is running.

This constraint, however, may not be acceptable for
real-time applications that need to process events in real time.
Alternatively, we may backup all registers of the protected
program before the interrupt service routine is called, when
an interrupt occurs. Register backup can be implemented by
hardware or software, depending on the threat model.

This approach can also be applied to multi-process plat-
forms, where multiple programs are running on the same
platform. To manage multiple processes, an operating system
is also needed. In such a platform, other untrusted programs
may modify the registers being used by the protected pro-
gram. Hence, whenever the protected program is scheduled
out in the middle of its execution, all registers should be
saved.

Since registers cannot be modified, however, there may be
an exception occurring inside the protected program, which
cannot be handled by an external exception handler. Recall
that it is the programmer’s responsibility to develop the pro-
gram in a correct way. If an exception occurs, the program
cannot be recovered and should be terminated.

3) STATE PRESERVATION (MEMORY)
Prevention of illegal modification to the memory is also
required. If the processor is equipped with a Memory Man-
agement Unit (MMU) or a Memory Protection Unit (MPU),
we can use these to control the access to memory regions
being used by the protected program. TheMMUandMPUare
hardware units that grant, or deny, memory access, according
to the configuration. Since such units are configured by the
system software, if the system software is untrusted we need
an additional mechanism to prove the correctness of the con-
figuration. An example of proving correctness is to include
the hash of the configuration to the proof that is used to verify
the result.

If the processor does not have an MPU, we may add a
hardware module that monitors the target address of the load
and store instructions and prevents memory access if the
target address is in the range of regions used by the protected
program and the instruction does not belong to the protected
program.

4) EMPLOYING EXISTING TEEs FOR VERIFIABLE
COMPUTATION
As discussed in Section II, Intel’s SGX can be used to imple-
ment a CEE, as long as OCALL is excluded. If OCALL
is allowed, and the return value of the external function is
used in Enclave, the register that stores the return value is
updated by an external function. Since the register is updated
outside Enclave, the register appears not to be preserved from
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the perspective of Enclave. If OCALL is not allowed, our
definition of CEE confirms that the output generated by SGX
is correct, because the architectural state is preserved by the
hardware-based memory isolation and the State Save Area
(SSA).

Even though it is possible to implement a CEE by using
SGX, it incurs significant performance overhead, because
the focus of SGX is not solely on VC. Whereas SGX’s
focus is more on integrity and confidentiality, the focus of
a CEE is on correctness. Therefore, SGX incurs significant
performance overhead if it is used for verifiable computation,
due to the inclusion of capabilities that are not essential for
VC. In contrast, the proposed CEE can be implemented in a
very light-weight manner. We will demonstrate this through
various experiments in Section VI.

D. THE LIMITATION OF A CEE
A CEE does not permit the call of an external function
residing outside the program. Thus, the program is required
to have all necessary functions inside. Although Intel’s SGX
allows the call of external functions, calling an external
function incurs significant performance overhead, because of
expensive context switching [35]. For this reason, Graphene-
SGX [35] has been proposed, which makes it easier to
develop statically-linked SGX applications. We expect that
the same approach can be employed for CEEs.

IV. A VERIFIABLE COMPUTATION SCHEME
By employing a CEE, the correctness of the output does not
need to be verified. However, the authenticity of the input,
output, and program must still be verified. In this section,
we present a VC scheme for this purpose. Our VC scheme is
markedly simpler than cryptographic approaches by assum-
ing that the computation is performed in a CEE.

The proposed VC scheme enables verification of the
authenticity of the input, output, and program by a proof.
The proof, which is generated by a CEE, is a signature of
the concatenation of the input, output, and program. Since
only a CEE can generate a valid proof, the proof verifies that:
(1) the triple of the input, output, and program is processed
together in the CEE, (2) the computation is done by a certified
CEE, and (3) the integrity of the triple is preserved on the way
from/to the verifier.

As a toy example, let us suppose that a verifier wants to out-
source the calculation of 1+1. The proof is a signature on the
concatenation of the input, output, and program, i.e., ((1,1),
2,+). The proof verifies that the output (2) is the result of the
given particular input and program ((1,1) and+). If the output
were produced with a different input or program, the proof
would not match. Note that the proof does not verify that the
output is the ‘‘correct’’ result. This is guaranteed by the CEE
where the computation is outsourced. Since the proof is some
kind of digital signature, it proves that the output is generated
by a CEE, and, also, that the input, output and program are
not tampered with on the way.

FIGURE 1. Verifiable computation including KeyGen, Compute, and Verify.

A. VERIFIABLE COMPUTATION
In VC, a client delegates the computation of some functions to
a server with any input, and the server performs the function
on the input and outputs the result and a proof with which
the client can verify if the result is correctly computed from
the given function and the input. To generate and verify a
proof, it is required to generate a key set of evaluation key and
verification key, as shown in Figure 1. The server computes
the function with an input and generates a proof with the
evaluation key. The client finally checks the proof with the
verification key.

Cryptographic approaches generate and verify the proof
by cryptographic operations, which include multiplication,
addition, exponentiation, and modular operations. They also
require the verification of the states at every step of com-
putation by calculating the hash values of the states. The
execution time of cryptographic approaches is usually very
long, because the computation of one arithmetic operation is
translated into a large number of cryptographic operations.

Formally, a VC scheme is defined by three algorithmsP =
(KeyGen,Compute,Verify), as follows:

• (EK ,VK ) ← KeyGen(1λ): The key generation algo-
rithm takes the security parameter λ and generates an
evaluation key EK to be used to evaluate the function,
and a verification key VK to be used to verify the result.

• (y, π) ← Compute(EK ,F, x): The prover takes the
evaluation key EK , the function F to be outsourced, and
input x; it performs computation ofF on x, and generates
the result y and its proof π .

• {0, 1} ← Verify(VK ,F, x, y, π): The verifier takes the
verification key VK , the outsourced function F , input x,
output y, and the proof π , and verifies that the output is
the result of the function on the input, i.e., y := F(x).

The verifier is a client that wishes to learn y := F(x) from
the prover, where F is a program that takes an input x and
generates an output. F and x can be given by the verifier,
or they are publicly available.

The verifiable computation should satisfy the following
four properties [36], [37]:
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1) COMPLETENESS
It is required that Verify (VK ,F, x, y, π) = 1, if
(EK ,VK )← KeyGen(1λ) and (y, π)← Compute(EK ,F, x)
for any function F and any input x.

2) SOUNDNESS
For any function F and any probabilistic polynomial-time
adversary A, Pr[F(x) 6= y and 1← Verify(VK ,F, x, y, π):
(EK ,VK ) ← KeyGen(1λ); (x, y, π) ← A(EK ,VK )] =
negl(λ).
Efficiency. It is required that the time to execute the Verify

algorithm is asymptotically smaller than the time to evaluate
the function F . The proof size needs to be succinct as well;
in particular, we require that it is constant, regardless of the
function.

3) ZERO-KNOWLEDGE
We also consider a developed setting where the outsourced
computation, F(x,w), operates on two inputs: the client’s
input x and an auxiliary server’s input w, which is confi-
dential. A verifiable computation scheme is zero-knowledge
if the client cannot learn anything about the server’s input
w beyond the computation result F(x,w) from a proof.
This feature is also useful when a randomized algorithm is
outsourced. The random number, or seed, is provided by the
server as a confidential input. The proposed VC scheme can
be used to prove the correctness of the random algorithm
without exposing the random number.

B. DIGITAL SIGNATURE SCHEME
A digital signature scheme is a cryptographic scheme that
demonstrates the authenticity of a digital message, or doc-
ument. The digital signature scheme consists of three algo-
rithms S = (Gen, Sig,Ver), such that:
• Gen: On a security parameter input, it outputs a pair of
public/secret keys (PK , SK ).

• Sig: On inputs of a secret key SK and a message m,
it outputs a signature σ .

• Ver : On inputs of a public key PK , a message m, and a
signature σ , it outputs 1 if the signature σ on the mes-
sage m is verified with the public key PK ; otherwise it
outputs 0.

A digital signature scheme is required to satisfy the following
two security properties:

1) COMPLETENESS
It is required that for all (PK , SK ) output by Gen, for all
messages M , and for all σ output by SigSK (M ), we have
VerPK (M , σ ) = 1.

2) UNFORGEABILITY
A signature scheme is existentially unforgeable under an
adaptive chosen message attack if, for all probabilistic
polynomial time attackers F with access to the signa-
ture oracle, the following is negligible in the security

parameter: Pr[VerPK (M ′, σ ) = 1 ∧ M ′ /∈ M :

(PK , SK ) ← Gen; (M ′, σ ) ← FSigSK (·)(PK )], where M
is the set of messages queried by F to the Sig oracle.

C. CONSTRUCTION
The proposed scheme follows the same framework described
in the previous subsection. In particular, the scheme is con-
structed by applying a digital signature scheme to CEE.
Given an unforgeable signature scheme S = (Gen, Sig,Ver),
we construct the proposed verifiable computation scheme P ,
as follows:
• KeyGen: On input 1λ, the algorithm executes (PK , SK )
← S.Gen(1λ) and sets EK := SK and VK := PK . The
evaluation key EK is given to the CEE of the prover. The
public key VK is given to the verifier.

• Compute: On inputs of the evaluation key EK and the
initial architectural state S0 = (F, x), which includes
the program F to be executed and the input data x,
the prover’s CEE computes the final state SF := F(x)
and generates a proof using EK . The proof is the signa-
ture on the initial state S0 and the final state SF , i.e., π :=
σ where σ ← S.SIGEK (S0||SF ). The prover sends the
output SF , and the proof π .

• Verify: On inputs (VK , S0, SF , π), the verifier verifies
the proof by validating the signature with the veri-
fication key VK . Only if the signature is validated,
i.e.,S.VERVK (S0||SF , π) outputs 1, the verifier proceeds
to verify the result.

Theorem 2: Theorem The above verifiable computation
scheme P is correct, secure, efficient, and zero-knowledge
under unforgeability of signatures, instruction correctness,
and state preservation of the CEE.

Proof: Completeness holds as follows:

Verify(VK , S0, SF , π)

= S.VerVK (S0||SF , S.SigEK (S0||SF ))

= S.VerPK (S0||SF , S.SigSK (S0||SF )) = 1

Efficiency holds, since the size of a proof consists of only
a single signature element, and the time to verify the proof
corresponds to the time to verify one signature, regardless of
the function.
The scheme supports the zero-knowledge property. The

proof is a signature on the input/output, and it only reveals
the validity of the input/output.
Finally, the soundness can be broken either by attacking

the inside of the CEE, or by attacking the outside of the
CEE. Since the CEE provides instruction correctness and
state preservation, signatures by the CEE are generated only
on correct execution results. Thus, the former attack is not
allowed in the CEE. Said attack may occur on the commu-
nication channel between the verifier and the prover (the
outside of the CEE). We show that, if there exists an attack to
break the soundness of the scheme, then the signature is exis-
tentially forgeable. Using the attacker algorithm A against
security, we construct a signature forger algorithm F . Given
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the public key PK of the signature scheme, F sets VK = PK
and provides VK toA. For the query to the prover on input S0,
F computes SF , receives the signature π on S0||SF by query-
ing the signature oracle, and responds with SF , along with π .
The query is allowed polynomial number of times.We denote
all queries to the prover as {(S i0, S

i
F , π

i)}1≤ i≤ n for n number
of queries. Finally, if A outputs (S∗0 , S

∗
F , π

∗) s.t. the Verify
function outputs 1 and (S∗0 , S

∗
F , π

∗) /∈ {(S i0, S
i
F , π

i)}1≤ i≤ n,
then F outputs (S∗0 ||S

∗
F , π

∗), where π∗ is a new signature on
(S∗0 ||S

∗
F ). By showing the contradiction, the soundness holds.

Completeness means that the proof must be valid if the
computation is performed in an expected way, whereas
soundness means that the proof must be invalid if the com-
putation is not performed in an expected way. The two
requirements of the CEE (instruction correctness and state
preservation) guarantee that the prover does not deviate from
the expected computation. Thus, the requirements are related
to both completeness and soundness. The proof of the pro-
posed VC scheme validates the authenticity, only assuming
that the two requirements guarantee that the output is com-
puted in an expected way. The completeness and soundness
of the proof hold only if the two requirements are met.

V. PROTOTYPE
As a proof of concept, we present our implementation of the
proposed verifiable computation scheme, including imple-
mentations of the CEE. The trusted hardware threat model is
assumed, and any software – including system software and
other programs – is not trusted. Thus, the property of state
preservation is supported by hardware mechanisms.

A. OPTIMIZATIONS
To generate the proof, our proposed scheme is required
to generate the signature of the architectural state twice,
before and after executing the program. The architectural
state includes all registers and the entire memory space.
Practically, it is not efficient to include all of these.

We can develop the program such that all inputs are given
to the memory, and registers are initialized by reading the
memory. Thus, the initial state S0 can be determined only
by the initial state of the memory. In this case, we consider
the initial state of the memory as an input. In a similar
vein, the final output can always be written to the memory
when the program finishes. Thus, the final state of the mem-
ory is considered as an output. By doing this, we do not have
to include registers to generate the proof.

Furthermore, we do not have to include the entire memory
space, because not all of it is used by the program. We divide
the memory into four regions and require the verifier to pro-
vide the memory layout of the program. The memory regions
are for inputs (R), outputs (W ), temporary data (T ), and
program code (X ). It is required that the input data should be
written to R, the program code to X , and the final output toW .
The verifier needs to obtain the layout information while the
program is being developed. The region for temporary data

(T ) is used for global variables and dynamic data structures,
such as the stack and heap. The program should be developed
in such a way that the program code and the input should not
be modified, and the final output is written to the designated
region (W ). The CEE generates the hash on R and X at the
beginning of the program, and onW at the end of the program,
but not on T , because T is only used for temporary data.

Our prototype supports separate verification. The verifier
can verify all of the program code, input, and output, but
it may want to verify only a part of them. For example,
the verifier may only verify the hash of the program code
(excluding the input and output). What it guarantees is that
the original program (without any alteration) ran on a known
trusted hardware platform. It still gives us useful information
if we want to verify the integrity of the program running
on a remote device. It is the same principle as the one used
in attestation techniques [38]. As another example, we may
verify the program code along with the output (excluding
the input). It informs us that the output is what the original
program has generated on a trusted platform. It can be used
to verify the command or data received from a remote device.
Thus, the verifier is required to send B, which indicates
whether it wants to verify the program code, input and output,
or not, individually. If any of hashes are not included in B, it is
replaced with all zeros.

In summary, S0 in our prototype consists of the following
fields:

• X : Program code.
• R: Input data.
• L: Memory layout.
• B: Flags that indicate inclusion of X , R, andW .

For efficient computation of hashes, we compute the hashes
of the four fields individually, and concatenate them when
they are signed. In the case of the output, SF is the
same asW .

B. PROTOCOL
The protocol is defined as follows (also illustrated
in Figure 2):

• (S1) The manufacturer programs a random number into
the CEE when the CEE is manufactured.

• (S2) The CEE derives a pair of public and private keys
and publishes the public key.

• (S3) The verifier sends the initial state to the prover,
which includes program code, input data, memory lay-
out, and flags.

• (S4) The prover writes the program code and the input
data to the designated memory regions.

• (S5) The prover initializes the CEE by setting the mem-
ory layout information.

• (S6) When the program starts, the CEE generates the
hashes on R and X . It also generates the hash on the
memory layout information.
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FIGURE 2. The protocol of the proposed verifiable computation scheme
when a CEE is employed.

• (S7) When the program finishes, the CEE generates the
hash on W and a signature on the concatenation of all
the hashes.

• (S8) The prover reads the signature and sends it to the
verifier, along with the output and the public key of the
CEE.

• (S9) The verifier verifies the signature by the public key
and the output.

In our prototype, the CEE is implemented in hardware and
it generates the signature. As Intel does for SGX, we also
assume that the manufacturer programs a random seed so that
the CEE can derive a pair of public and private keys. It is
assumed that the trusted manufacturer honestly publishes the
public key received from the CEE. Unless physical attacks
are committed, the private key is securely kept only in the
hardware of the CEE. The private key cannot be read through
the software interface.

Our threat model assumes the prover is not trusted. The
prover may try to deceive the verifier by modifying the pro-
gram or input data, writing them to a wrong memory region,
giving a wrong memory layout to the hardware, or forge the
output. However, it cannot forge the proof, which is signed
by the hardware, because the private key is not accessible.
Therefore, all of these trials result in a discrepancy in the
proof, which can be detected by the Verify function.

C. CEE PROTOTYPE
We prototype the CEE under the assumption of the
trusted hardware (but not system software), as described in
Section III-C. We implement it on an open-source AMBER
processor which is written in Verilog [39]. The instruction
correctness property is validated by extensive simulations.
The state preservation property is realized by the techniques
presented in the second column of Table 1, which refer to the
trusted hardware threat model. The register file is modified to
preserve registers. The execution stage is modified to prevent
illegal modification to memory regions.

For verifiable computation, we add a hardware accelerator
to generate the signature. The cache controller is modified

to compute the hashes of X , R, and W , and a dedicated
encryption module is added to generate the signature.

Finally, we add a memory-mapped peripheral connected
to the system bus, which interacts with the software and
provides necessary information to the hardware logic, which
is added to implement the proposed scheme.

1) STATE PRESERVATION
If the program counter exits from region X while the pro-
tection mode is active, all registers should be saved. In our
implementation, we employ extra hardware registers. If the
registers are saved by software, they may be saved in the
memory. However, since this process should be performed
by the hardware, the latter cannot handle the situation if there
is not enough space in the memory. If this situation occurs,
the hardware platform may not be able to guarantee correct
output.

We employ a backup register for every register in the pro-
cessor. When the program counter exits from X , all registers
are saved to their corresponding backup registers, and they are
restored from the backup registers when the program counter
comes back. Even though this approach incurs hardware cost,
it does not incur any performance overhead, because the
registers are saved and restored in one clock cycle.

While the protection mode is active, the target address of
load and store instructions, and their program counter should
be checked. Depending on the addressing mode, the target
address may become available at the decode stage, or the
execution stage. Since the execution stage is after the decode
stage, the target address is certainly available in the execution
stage. Thus, we implement the address checking logic in the
execution stage.

The logic checks the conditions of the memory target
address and the program counter. The logic prevents the
memory from being modified by other programs. This can be
achieved bymonitoring the store instructions. Here, a ‘‘store’’
instruction refers to all instructions that write data to the
memory. If the target address of the store instruction is in W
or T , the location (program counter) of that instruction must
be in X .

Note that R and X cannot be written by any program. The
protected program itself is required not to modify its program
code and the input. This is required for efficient generation of
hashes. This requirement is also checked by monitoring the
store instructions. If the location of the store instruction is
in X , its target address must be inW or T . However, it is still
the responsibility of the program developer to ensure the final
output is written toW . If the final output is written only to T ,
but not toW , its hash cannot be generated.

2) SIGNATURE GENERATION
While the hash of region W needs to be computed after the
program completes, the hashes of R and X can be computed
anytime, because we do not allow modifications to R and X .
If self-modifying code is allowed, the hash of X needs to be
computed before the program starts. In this case, we cannot
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exploit the cache. If the hash is computed during the execution
of the program, the data in the cache can be used for hash
computation, which reduces the performance overhead. Thus,
we implement hash computation by modifying the cache
controller.

If the processor needs to access the memory while the hash
computation logic is accessing the memory, the processor
should wait, which causes performance degradation. Conse-
quently, the hash computation logic needs to be designed so
as to minimize interference with the processor.

In the case of AMBER’s cache controller, it does not
support the handling of multiple outstanding cache misses.
When a cache miss occurs, the processor is stalled and does
not access the cache. When a cache hit occurs, the cache
controller does not access the memory. We exploit this to
minimize the interference.

The hash computation logic searches for data in the cache
onlywhile a cachemiss occurs. It reads data from thememory
only while a cache hit occurs. Since memory access cannot
be preempted, this implementation still incurs overhead if a
cache miss occurs before the hash computation logic finishes
its memory access. However, this approach minimizes the
interference by exploiting the idle time of the cache con-
troller.

The computed hashes are sent to another hardware logic
module that generates the signature after the program
finishes.

3) MEMORY-MAPPED PERIPHERAL
The memory-mapped peripheral is an interface with the
prover software. It provides a set of registers that act as the
desired interface. Table 2 summarizes these registers.

TABLE 2. Registers of the memory-mapped peripheral.

The first eight registers are for setting the memory regions.
The prover sets them up after receiving the pertinent infor-
mation from the verifier. The prover also needs to store the
program code and input to the designated memory regions.
After it finishes storing, it writes 1 to START and then jumps

to the entry point of the program in region X . The hardware
activates the protection mode when the program counter
enters region X , while START is 1. While the program is
running, the hardware computes the hashes of X and R. The
hardware platform guarantees that the contents in X and R
will not change until the program completes, by checking the
memory target address and program counter, as previously
discussed. When the program is done, it writes 1 to DONE,
which informs the hardware that the output is available. The
hardware computes the hash of W and generates the signa-
ture. After generating the signature, the hardware platform
writes the signature to SIG and 1 to READY to inform the
prover that the signature is ready to read. The prover reads
the signature and sends it to the verifier along with the
output. When the prover reads SIG, the hardware platform
terminates the protectionmode and resets its state to get ready
for the next computation. When the verifiable computation is
terminated, the memory regions (R, X , W , and T ) are freed.

4) EXTENSION
Our CEE prototype employs dedicated hardware accelerators
for crytographic primitives (hash and digital signature). If the
VC scheme is extended to support other cryptographic algo-
rithms, we may employ flexible hardware accelerators [40],
[41]. In addition, the CEE can protect multiple applica-
tions simultaneously, if the CEE is equipped with multiple
instances of the memory-mapped peripheral.

D. CEE PROTOTYPE WITH INTEL’s SGX
We also prototype the VC scheme using Intel’s SGX under
the same trusted hardware assumption. Even though SGX
encrypts the memory, which may appear to be stronger than
the CEE requirements, it does not affect the threat model.
If adversaries canmake changes to the hardware, SGX cannot
be trusted. If they access the memory by other means than the
software interface, the adversaries cannot read the contents,
but they can still tamperwith the contents, which could result
in incorrect outputs. If the adversaries can access the secret
information in the hardware through physical attacks, SGX
cannot be trusted. If themanufacturer is not trusted, we cannot
authenticate SGX-enabled processors.

Under this threat model, as long as OCALL is not allowed,
SGX is qualified as a CEE and guarantees the correctness
of the output, but it does not guarantee the authenticity of
the input, output, and program. Thus, we implement our
VC protocol in Enclave. The hash computation and signature
generation are implemented as software running in Enclave.

The SGX-based prototype is intended to demonstrate that
our definition of CEE is general enough to be implemented
in various ways, and to compare the performance overhead
against our light-weight prototype.

VI. EXPERIMENTAL EVALUATION
Through various experiments, we demonstrate that the
performance overhead of the proposed scheme is an
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order-of-magnitude lower than prior work. We also analyze
the hardware cost to implement the hardware-based CEE.

The performance is measured by running benchmarks on
the AMBER processor. The number of clock cycles is mea-
sured by simulating the processor. Since the processor is
written in Verilog, we use the Xilinx ISE Verilog simulator.

We use 7 benchmarks from the MiBench suite [42]. The
MiBench suite is mainly targeted at the evaluation of embed-
ded systems, and it consists of various algorithms, including
cryptography (BlowFish, SHA), media (ADPCM), encod-
ing (CRC32), sort (QuickSort), bit counting (BitCount),
and string matching (StringSearch). The benchmarks are
compiled using the GCC ARM cross compiler, because
the AMBER processor is compatible with the ARM ISA.
The MiBench benchmark characteristics are summarized
in Table 3. Even though the proposed scheme does not impose
any limitations on the program size and input size (other than
the physical memory size of the platform), we limit the size of
the benchmarks, in order to compare the results with previous
works (to be presented later on). Said previous works impose
limitations on the program and input sizes.

TABLE 3. Characteristics of MiBench [42] benchmarks. ‘Executed’ refers
to the number of executed instructions.

To analyze the hardware cost, we measure the hardware
area by using the Synopsys Design Compiler. We compare
the area of the modified processor against the original one.

The proposed scheme is orthogonal to the hashing and
signing algorithms. Thus, we estimate their impact on per-
formance and hardware cost from the latest literature [43].
SHA-2 (Secure Hash Algorithm) [44] and ECDSA (Elliptic
Curve Digital Signature Algorithm) [45] are used as hashing
and signing algorithms, respectively, in our experiments.

A. PROVER OVERHEAD
The prover needs to generate the proof while running the
program. In this subsection, the overhead of proof genera-
tion is analyzed. The overhead is measured by comparing
the execution time of a benchmark with and without proof
generation.

In the proposed scheme, the proof is generated by the
hardware platform. The overhead occurs if the hash compu-
tation logic interferes with the processor when it accesses the
memory. Thus, the overhead is positively correlated with the
memory access time. In other words, if the memory access
time increases, the overhead is also likely to increase. From
the perspective of the processor, if the cache size is smaller,

FIGURE 3. The overhead of proof generation when varying the memory
access time. The access time is measured in processor clock cycles. The
cache size is 16 KB.

FIGURE 4. The overhead of proof generation when varying the cache size.
The memory access time is 10 cycles.

the perceived memory access time increases. Thus, we mea-
sure the performance overhead by varying (a) the memory
access time, and (b) the cache size.

The main memory is typically implemented as Dynamic
Random Access Memory (DRAM). The access time of
DRAM heavily depends on the access patterns. Since the
access patterns are not the focus of this work, we assume the
use of Static Random Access Memory (SRAM) as the main
memory in this experiment to eliminate unexpected artifacts
on the performance. It always takes the same number of clock
cycles to access the memory.

The hash algorithm does not have a direct impact on the
performance overhead. The overhead is incurred because of
the memory accesses. Once the data is fetched, the hash
computation is done by dedicated computation logic, which
does not interfere with the execution of the program. In other
words, the computation time of the hash is not visible,
because it is performed in parallel with the program exe-
cution. In contrast, the overhead of signature generation is
visible, because it can only be performed after the program
completes.

Figures 3 and 4 show the results. As expected, the longer
the memory access time is, the more overhead is incurred.
Similarly, the smallest cache size incurs the most overhead.

The overhead is at most 86.12% in the case of a 20-cycle
memory access time and a 16 KB cache size. Figure 5 shows
the breakdown of the computation time for these particular
parameters. On average, 13.74% of the overhead is attributed
to the interference with memory accesses, and 21.43% to the
signature generation.
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FIGURE 5. Breakdown of the computation time. ‘Original’ refers to the
original computation time, i.e., the time taken to execute the program
without computing the hash and signature. ‘Interference’ refers to the
increased time due to the interference with memory accesses. ‘Signature’
refers to the time taken to generate the signature.

TABLE 4. Comparison of the execution time with previous work.
‘Original’ is included as a reference, which is the execution time of the
benchmark without computing the hash and signature. Note that the time
unit of previous work is hours, whereas the time unit of the proposed
scheme is milliseconds.

To compare the prover overhead with prior techniques,
we translate the numbers of cycles to actual times by assum-
ing the processor runs at 100 MHz (10 ns/cycle). We assume
this clock speed, because the maximum clock speed of the
ECDSA logic is 107.4 MHz [43]. Since we assume a low
clock frequency, a 5-cycle memory access time is used for
the comparison. Table 4 shows a comparison of the execution
time of the benchmarks – when verifiable computation is
enabled – between the proposed scheme and two state-of-
the-art software-based related works [10], [32].

The references report the execution time of one instruction.
The overall execution time depends on the program size and
the input size. We pick the execution time from the table in
each reference (according to the program size and the input
size of each application), and multiply it by the number of
executed instructions. Specifically, Table 5 shows precisely
how the execution time is calculated. The execution time
per instruction (‘‘Per inst. (β)’’ in the table) is taken from
reference [32] according to the program size and the input
size. In the same way, γ is taken from reference [10]. The
number of executed instructions (‘‘No. of executed inst. (α)’’
in the table) is obtained from our simulation framework. The
total execution time (‘‘Exe. time’’ in the table) is calculated
by multiplying the execution time per instruction with the
number of executed instructions.

The two previous works [10], [32] support programs run-
ning on general-purpose Von Neumann processors. While
the work in [32] has no limitation on the number of

executed instructions, the other work [10] imposes a limit.
The overhead of [10] depends on the limit set on the num-
ber of executed instructions. Even if the technique in [10]
imposes a limit on the number of instructions, it is signifi-
cantly faster than the work without limitation [32]. In the case
of the BlowFish benchmark, the execution time is not avail-
able for [10], because it exceeds the aforementioned limit.

As clearly shown in the table, both previous works incur
significantly higher performance overhead, because they ver-
ify every instruction fetch, instruction execution, andmemory
access. Furthermore, the overhead of the key generation in the
previous works is not even included in the table. On the other
hand, the proposed scheme drastically reduces the overhead
by introducing a CEE, which allows for the omission of the
verification of program execution.

B. VERIFIER OVERHEAD
When the verifier receives the output and the proof, it verifies
them by itself computing the proof. The hashes of SV0 can
be computed before the verifier receives the output, or they
may be publicly available. However, in this experiment,
we include the hash computation to the verification time. The
verification time is measured on the same AMBER proces-
sor with a 5-cycle memory access time and 16 KB cache.
A hardware accelerator for the hash and signature verification
is assumed [43].

The verification time results are shown in Table 6. As a ref-
erence, we compare the verification time of the benchmarks
against their original execution time. If verifiable computa-
tion is used to outsource the computation, the verification
time should be shorter than the original execution time.
Indeed, as shown in Table 6, the verification time for the pro-
posed approach is always shorter than the original execution
time. The verification time is at most 78.69% of the original
execution time (in the case of the ADPCM benchmark).
On average, the verification time is 58.50% of the original
execution time. The verification time of the previous works
is linearly related to the program size (No-limit) and the input
size (Limit). The relation between the program size and the
verification time is given in reference [32]: verification time
= 23.78+ 0.00702× program size (ms).We use this formula
to calculate the verification. However, in the case of ‘‘Limit’’,
the formula is not given. Thus, we derive our own formula,
by regression, based on the results reported in reference [10]:
40.98 + 0.00075 × input size (ms).
Existing verifiable computation schemes require evalua-

tion and verification keys of large sizes. In our scheme,
the private key of ECDSA is used as an evaluation key,
and the public key of ECDSA as a verification key.
Table 7 compares the key sizes. The evaluation key of
the work in [10] (which is denoted by ‘‘Limit’’ in the
table) varies with the number of executed instructions.
The key size of the ECDSA hardware accelerator we
used in our experiments is 163 bits, as recommended
by NIST [43].
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TABLE 5. Execution time of previous cryptographic approaches.

TABLE 6. Comparison of the verification times with previous work.
‘Original’ is included as a reference, which is the execution time of the
benchmark without computing the hash and signature.

TABLE 7. Comparison of evaluation and verification key sizes.

C. COMPARISON WITH INTEL SGX-BASED PROTOTYPE
We compare the performance overhead of our light-weight
CEE prototype with that of the Intel SGX-based CEE proto-
type. We measure the ratio of the prover execution time over
the original execution time. The second column of Table 8
(titled ‘LW CEE’) shows the ratio of our light-weight pro-
totype, which is the ratio of the third column over the sec-
ond column of Table 4. The third column of Table 8 (titled
‘SGX CEE’) shows the ratio of the Intel SGX-based CEE
prototype. In fact, most of the overhead is caused by the hash
and signature computation, because these are implemented
in software running in Enclave. The relative overhead may
look excessive, but this is due to the small benchmarks that
were used. Note, again, that we had to limit the benchmark
size, in order to enable comparison with previous works [10],
[32], since those works impose limitations. Regardless, even
if we exclude the hash and signature computation, Intel’s
SGX still incurs significant overhead. The fourth column
of Table 8 (titled ‘SGX w/o VC’) shows the ratio without
the hash and signature computation. Specifically, it is the
time taken to execute the benchmark in Enclave over the
time taken by native execution. All measurement results with
Enclave for this experiment do not include the initialization
time of Enclave. If they did, the overhead of the SGX-based
prototype would be even higher. Nevertheless, these exper-
imental results clearly demonstrate that the overhead of our

TABLE 8. The ratio of the prover execution time over the original
execution time.

light-weight CEE prototype is markedly lower than that of the
Intel SGX-based CEE prototype.

D. HARDWARE COST
To implement the hardware-based CEE, the AMBER pro-
cessor is modified. The additional logic for the interface,
state preservation, hash computation, and signature genera-
tion increases the hardware cost. The area of the hardware is
compared with and without modification.

Table 9 shows the comparison of the occupied hardware
area. The hardware area is measured using the Nangate 45nm
open cell library. The area overhead to implement CEE is
41.47% and 19.86% in modifying the register file and execu-
tion stage, respectively. For verifiable computation, the cache
controller is modified to compute the hash, which incurs
209.71% area overhead. The ‘Signature’ component is the
computation logic for SHA and ECDSA. The signature gen-
eration logic is the biggest component in our prototype. How-
ever, we regard the performance overhead as the top priority
in our prototype implementation. Considering the trade-off
between the performance and the hardware cost, we may
consider other implementations to reduce the hardware cost,
if necessary. The interface logic is also added, which occupies
0.004 mm2. The area of the unchanged logic is 0.085 mm2.

E. SECURITY VALIDATION
We validate that the proposed scheme successfully thwarts
the following attack scenarios:

• A malicious prover sends an output which is not gen-
erated by the CEE. Since the prover cannot access the
private key of the CEE, the signature cannot be coun-
terfeited. Thus, the Verify function generates 0, and the
verifier notices that the output is not correct.
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TABLE 9. Hardware cost analysis. The area of RAM is not included.

• A malicious prover provides program code and input to
the CEE, which are not received by the verifier. Since the
CEE generates hashes for the code and input, they cannot
be matched with what the verifier expects. In other
words, the Verify function generates 0.

• Amalicious prover provides a memory layout that is dif-
ferent fromwhat the verifier sends. Since the CEE gener-
ates a hash on the memory layout as well, if this happens
the signature mismatches. The verifier can notice this,
because the Verify function generates 0.

• While the protected program is being executed, it may be
scheduled out and another program can be scheduled in.
We execute a malicious program that modifies register
values before the external function returns. The pro-
tected program on the CEE works correctly, because all
register values are restored when the program resumes.

• We test another malicious program that tries to mod-
ify the program code, input, and output. In this case,
an exception is raised, and the malicious program is ter-
minated, because the hardware detects violation. Even
if this happens, the protected program generates the
correct output because the hardware prevents the attack.

The proposed scheme cannot defend against the following
cases:

• Adversaries may modify the memory and registers
directly by using physical attacks. The CEE prevents
illegal modifications to the memory by preventing store
instructions, and it prevents modifications to the reg-
isters by saving them inside the processor. However,
if adversaries use other means (e.g., debugging inter-
face) to modify the memory and registers, the CEE can-
not prevent such scenarios. If the attackers can modify
the memory and registers, they can change the instruc-
tions, input, and output and deceive the verifier.

• Adversaries may extract the private key from the hard-
ware through physical attacks. Through software means,
adversaries cannot extract the private key, because the
hardware does not provide any interface for it. However,
adversaries may use special equipment to read the pri-
vate key without using a software interface.

• If the program is developed in an unexpected (not
according to specifications) way, correct output can-
not be guaranteed. The CEE has minimal capability to
check the behavior of the program (i.e., the CEE checks

whether the program reads data only from R and T ), but
it does not guarantee correctness. For example, if the
final output is not written to W , its hash cannot be
generated by the CEE. This is the same situation as in the
case where the program has a bug. As previously stated,
it is ultimately the program developer’s responsibility to
develop the program in a correct way.

F. SUMMARY
Table 10 summarizes the attributes of different VC schemes.
Most of the existing crytographic approaches [12] only sup-
port arithmetic operations, while some recent works [10],
[32] support C-like programs. The SGX-based approach and
the proposed technique support programs to be outsourced.
As demonstrated through experiments, the execution time
of cryptographic approaches is very long and requires large
keys. The SGX-based approach offers better execution time,
while the proposed technique achieves even better execution
time by supporting essential functionalities for VC. However,
both the SGX-based and the proposed approaches require
trusted hardware, whereas the cryptographic approaches rely
only on cryptographic premises.

VII. RELATED WORK
This section reviews existing verifiable computation
schemes. Current verifiable computation schemes are mostly
based on cryptographic algorithms (computation complex-
ity theory). We hereby discuss these techniques in detail
in the following sub-section (Section VII-A), followed by
hardware-based approaches in Section VII-B.

A. CRYPTOGRAPHIC APPROACHES
Extensive research has been conducted on verifiable com-
putation in cryptographic algorithms. It originates from
Interactive Proofs [46], which are based on Probabilistically
Checkable Proofs (PCP). Although PCP provides a user with
the ability to check and verify the data processing result, it is
not practical, since it requires a huge amount of data locally,
and the verification demands large computations.

To improve PCP, a linear PCP has been introduced [47],
[48]. The linear PCP constructs a proof by using only linear
operations. A prover generates a commitment using a lin-
early homomorphic function, and then a verifier checks the
commitment efficiently. Although the linear PCP schemes
are more efficient than PCP schemes, they still have the
drawbacks of large-size keys and slow proving time.

To utilize a tradeoff between proof size, proof time, and
verification time, different trust setup models and crypto-
graphic assumptions are adopted. The most efficient model
in terms of proof size and verification time is a pre-
processing model, whereby a one-time setup is required
to generate an Evaluation Key (EK) and a Verification
Key (VK), which are called a Structured Reference String
(SRS). Gennaro et al. [11] proposes a pairing-based scheme
with Quadratic Span Program (QSP), in which a circuit is
composed of the two boolean operations of addition and
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TABLE 10. Attributes of existing and the proposed VC schemes.

multiplication. In this scheme, the key size and the proving
time are linearly proportional to the circuit size, while the
verification time and the proof size remain constant. The
technique has been extended in [12], [36], [49]–[52]. Unfor-
tunately, these systems require a trust setup, in which a key
should be generated by a trust party who knows a trapdoor
value that should not be revealed to provide soundness.
In addition, a key should be generated according to a given
circuit.

Recently, updatable SRS schemes have been introduced
to allow for the updating of EK and VK [53]–[55], where
null vector computation and a polynomial commitment
are utilized. In the updatable SRS schemes, a universal
circuit-independent SRS is generated and can be updated
by any user multiple times. The universal SRS allows the
generation of a proof for any circuit without regenerating
an SRS for the given circuit. Moreover, as long as there
exists at least one honest user involved in the SRS update,
the soundness is preserved.

If no trusted setup is required, it is called transparent [7],
[8], [56]–[58]. Bulletproof [8] efficiently reduces the proof
size logarithmically with the circuit size, by optimizing inner
product operations. However, the verification time scales lin-
early. Hyrax [7] is based on a sum-check protocol introduced
by Goldwasser et al. [46], and improved by [5]. Dark [56]
is an efficient polynomial commitment scheme using an
unknown order group. It is the first approach to generate
a logarithmic-size proof and logarithmic verification time.
STARKs, which uses a hash function, is a post-quantum
resistant scheme that minimizes proof size (O(log2(n))) and
verification time (O(log2(n))), where n denotes the circuit
size.

To utilize cryptographic verifiable computation, many
front-end tools have been developed [10], [32], [36], [51],
[59]–[66]. The authors of [10], [32], [51] construct a
tinyRAM-based processor circuit, and a tinyRAM machine
code is provided to the processor. The work in [66] pro-
poses a tool to generate R1CS (Rank-1 Constraint System)
code for back-end cryptographic approaches from Java-like
high-level language code. Pinocchio [36], Geppetto [61],
and Pequin [64] accept C (or a subset of C) code as input
program.

B. HARDWARE APPROACHES
Trusted hardware has been extensively studied as a means
to enhancing security. Since it is much harder to modify

hardware than software, hardware implementation of security
properties can offer strong invariants.

Existing trusted hardware approaches can be classified
into hardware-based root-of-trust [17], [18], attestation
[19]–[21], and isolation [22]–[24]. In the hardware-based
root-of-trust approaches [17], [18], the security of a system
is enhanced by building the system based on the invariants
guaranteed by dedicated hardware. For example, the private
key stored in Trusted Platform Module (TPM) [18] can
be used to authenticate software running on the system.
The attestation techniques [19]–[21], [23], [26]–[28] are
used to validate the integrity of a program, its execution
(control flow integrity), and/or data integrity. The isolation
approaches [22]–[24] provide a hardware mechanism to
segregate system resources from potentially malicious pro-
grams. None of this specialized hardware is designed for VC,
and, consequently, none of it can guarantee (by itself) the
requirements for VC. Intel’s SGX incorporates all of these,
but it is still not enough, because the registers should also be
preserved.

There are, however, approaches that employ SGX for
VC of a specific application domain. Specifically, the SGX
scheme has been used to accelerate VC for smart con-
tracts [67], machine learning [68], secure function evalua-
tion [69], and MapReduce [70], [71]. Verifiable ASICs [72]
employ a hardware circuit to verify the untrusted hard-
ware modules. These techniques target a specific domain
of applications, and they are not geared for general-purpose
use.

To employ trusted hardware for general-purpose verifiable
computation, we need to define the requirements that the
hardware should guarantee. To the best of our knowledge,
however, there has been no prior work that theoretically
defines the requirements. The attestation technique of SGX
has been analyzed mathematically [30], but it does not cover
verifiable computation. As previously mentioned, the five
essential building blocks of a Trusted Execution Environ-
ment (TEE) are identified in [31], but they are also not geared
for verifiable computation. In this paper, we formally define
the notion of a CEE for verifiable computation, and discuss
how to realize it.

A CEE can be implemented using SGX. Sealed-Glass
Proof (SGP) [29] proposes the concept of transparent SGX,
which guarantees integrity and authenticity of program exe-
cution, but not confidentiality. Transparent SGX can be used
as a CEE, if OCALL is not allowed, as previously explained
in Section III-C.
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VIII. CONCLUSION
In this paper, we propose a practical verifiable computa-
tion scheme enabled by a hardware-based Correct Execution
Environment (CEE). The CEE guarantees that the correct out-
put is always generated by a protected program, even if other
programs that are concurrently running on the same platform
are compromised. Malicious programs are prevented by the
CEE from distorting the output of the protected program. This
is achieved through the preservation of the register values
and the blocking of any modifications to the memory regions
used by the protected program. A signature is generated by
the hardware-based CEE, so that the verifier can verify the
authenticity of the input, output, and the program. By employ-
ing a CEE, the overhead of verifiable computation is drasti-
cally reduced, as compared to existing cryptography-based
approaches, as demonstrated by various experiments.
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